[hed] HeavyLifting Server-Side Java Performance

[dek] Learn how to synchronize in-memory caches between servers in a J2EE cluster to improve performance and scalability of server-side Java applications.

[byline] Venkat Tipparam
J2EE has emerged as the standard platform for developing server-side Java applications. J2EE provides a number of benefits to the server side java developers. J2EE encourages the developer to focus on the core business logic and application servers automatically manages system level services such as transactions, security, life-cycle, threading, persistence, etc. Following are some of the benefits in choosing J2EE for your server side application:

· Simplicity.  Based on standards, simplified component architecture, easy assembly/deployment and better choice of application development tools (IDEs)

· Portability. Built on top of standard J2SE, the write-once-run-anywhere java technology

· Scalability. J2EE applications are inherently distributed and scalable. Many application servers provide cluster solutions.

· Legacy integration. J2EE provides a number of technologies for integrating with legacy systems - JCA, JDBC, JMS, JavaMail, JNDI, JTA, JavaIDL.

· Security. Flexible security model - JAAS, Integration with legacy security schemes

· No vendor lock-in. Choice of J2EE implementations.

In addition to providing support for Enterprise JavaBeans, Servlets and JavaServer Pages components and Web services APIs, the J2EE platform specification defines a number of services for use by J2EE components.

· Java Naming and Directory Service (JNDI)

· JDBC

· Java Management Extension (JMX)

· JavaMail

· CORBA Compliance (JavaIDL)

· Java Transaction API (JTA)

· Java Transaction Service (JTS)

· JAAS (Security)

· Java Connector Architecture (JCA)

· Java Message Service (JMS)

· XML

As you can see it is easy to get lost in the maze of technologies. Despite all the benefits, J2EE platforms still offers number of challenges. These are some of the questions developers start to ask themselves immediately.

· Which J2EE application server should I use? What is the criterion for choosing the application server?

· Should I use EJB for the middle tier?

· When should I use stateless session beans vs. stateful session beans

· Should my application use cache? What are the challenges of using cache in a distributed environment?

· What should the interaction between the UI and business logic look like?

· How do I secure my application?

· What J2EE technologies should I use?

· How do I manage transactions?

· How do I manage sessions?

· What are some of the best practices for developing J2EE applications?

Covering all these topics in detail is beyond the scope of this article. I tried to cover many important server side java technologies with an example application in this article. The sample is a fully functional J2EE application that uses EJB, Servlet, JSP, Struts, JMS, Message Driven Beans, etc.

J2EE platform provides a scalable platform for server side applications. Any large J2EE application contains many objects. Most objects are loaded from the database. However, due to the complex nature of the queries, load operations become quite expensive. This affects application performance and overall scalability of the application. The best way to improve the performance and scalability is to cache frequently used objects.

[subhead] Caching Frequently Used Objects

Lets discuss the cache with a simple example. It is a simple object browser to browse objects stored in the database. The application will load and display data for any object regardless of its type. The application will use metadata to describe data. The advantage with this method is application can automatically build queries to load data. It can also build UI automatically based on the metadata. 

Since the application is repository driven it needs to consult the repository in every step of the way. So speed of access to this data is highly important for performance and scalability reasons. 

It is obvious that we need to cache the repository. When we see the need for caching we will be tempted to implement the repository as a singleton. The singleton will load the repository from the database once and load it into JVM memory. It will return the data from memory on subsequent access to repository.

public class RepositoryCache {

    private RepositoryCache instance = null;

    private List classes;

    public static RepositoryCache getInstance() {

        If (instance == null) {

            Instance = new RepositoryCache();

        }

        return instance;

    }

    // Prevent instantiation

    private RepositoryCache() {

        classes = loadClassesFromDB();

    }

    public getClasses() {

        return classes;

    }

    …

}

This works great as long as our application runs inside a single JVM. We must distribute the load among multiple application servers as the demand grows and as more users are added to the system. In a clustered environment each server runs in it’s own JVM. Now this poses an interesting problem. What happens when the repository changes on one node in the cluster? The caches residing in the other application server nodes will quickly become out of date. Users connected to other servers in the cluster will see stale data.

[subhead] Synchronizing In-Memory Caches

We need a mechanism for synchronizing the in-memory cache between the servers in a cluster. We discuss Java Message Service (JMS) based architecture to solve this problem. JMS is a natural choice for a J2EE application. JMS provides following benefits:

· JMS provides a simple yet flexible messaging API

· JMS is standard in any J2EE compliant application server

· EJB2.0 Message Driven Beans (MDB) are based on JMS. Message driven beans simplify writing of asynchronous J2EE applications. We will use MDB in this example.

To keep the example simple this article just focuses on caching of metadata. We don’t get into general data caching issues. However one could very easily extend this technique to cache the data as well.

[run-in sub-subhead] Example: JMS-based Architecture

Let’s demonstrate this JMS based object cache with a simple example. It is a simple object browser based on classes defined on the fly. This example will have two parts.

1. Repository.  Used for defining and accessing metadata. Using the repository API you can create new classes, add attributes to a class and define properties of an attribute

2. Data Browser. Used to browse and create objects based on the classes defined in the repository.

A fully functional example application deployable on Oracle 10g application server is included. Please see the references section.
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[run-in sub-sub head] Understanding the Implementation Details

The sample application is a web-based application. The front-end uses Apache Struts framework to build the user interface. The business tier uses enterprise java beans and talks to an Oracle database. The application was developed using Oracle JDeveloer 10g. One of the advantages I found in using Oracle JDeveloper, was that it makes it easy to put everything together.
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JDeveloper 10g Struts Page Flow Diagram for Simple Object Browse
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Sequence Diagram for Simple Object Browser

The sequence diagram shows how different in-memory repositories are kept in sync. Here’s how it’s done:

1. Client updates a class in the repository by calling RepositorySessionBean

2. RepositorySessionBean does necessary updates in the database and posts a message on a JMS topic.

3. All servers running in a cluster receive this message via the message driven bean RepositoryMDBean. MDB updates the local in-memory cache.

The repository itself will be stored in the database and is hierarchical in nature. The representation needs to be as flexible as possible. Due to the flexible nature of the schema, it can be quite expensive to load the repository from the database -- more a reason to use a cache. Below are descriptions of some of the key components used in the design.
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Database Diagram for the Simple Object Browse
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EJB Diagram for Simple Object Browser

· Repository stateless session bean (RepositoryBean) contains methods for accessing and manipulating repository.

· Repository message driven bean (RepositoryMDBean) listens for synchronization messages and invalidates the corresponding cached class. 

· ObjectManagerSessionBean contains methods for returning the data as a collection of objects for a given class. Also contains methods for manipulating objects.

· The value object ClassDescriptor describes a class and AttributeDescriptor describes an attribute of a class. Repository is made of classes. The value object DataObject and Attribute describe flexible data object and it’s attributes.
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Java Class Diagram for Simple Object Browse

[run-in sub-sub-head] Read Mostly Cache

The cache works under the assumption that there are more reads than there are writes. This is usually the case with most applications. This is perfect for our repository example because the repository changes less often. Depending on the complexity of the data, loading data from the database can be quite expensive. Minimizing number of round-trips to database is important for achieving maximum scalability. As you can see in the sample application, the repository bean simply returns the data from memory for all read operations. It touches the database just for update operations.

[run-in-sub sub-head] Data Cache Implementation Guidelines

The sample application caches the entire repository in memory. The repository cache loads the repository data from the database on first access to repository and returns data from memory on subsequent accesses. This is ok because the repository data is usually small.

The sample application just caches the metadata but does not the cache the data itself. However you can easily extend the application to cache the data. Cache can help speedup access to data. Caching techniques for the data are somewhat different. The application data can be huge so it is not practical to keep entire data in memory. Keep the following points in mind when implementing a data cache.

1. Limit the cache size. Consider using LRU caches to limit the cache size.

2. Cache invalidation vs. propagating changes. Sometimes it is easier to invalidate the cache than to propagate the changes. Use JMS to send a cache invalidation message to other caches in the cluster. It is possible to combine both invalidation and propagation techniques.

[run-in-sub sub-head] Handling Data Inconsistency

Since the data is replicated in caches across several servers, it is important to maintain the consistency.

Assume that user added a new class to the repository. The addClass() method of the RepositorySessionBean handles this. This method is split into two separate operations. The first operation involves updating database and the second operation publishes a message on a JMS topic to synchronize other caches in the cluster.

public void addClass(ClassDescriptor cd) throws RepositoryException

{

  RepositoryCache cache = RepositoryCache.getInstance();

  RepositoryDAO dao = RepositoryDAO.getInstance();

  try {

    cd.setId(Util.getNextClassID());

    dao.addClass(cd);

    cache.addClass(cd);

    Util.publishCacheEvent(new CacheEvent(CacheEvent.ADD_CLASS, cd));

  } catch (Exception ex) {

    context.setRollbackOnly();

    throw new RepositoryException(ex.getMessage());

  }

}

Any of the above operations can fail leading to potential inconsistency between the data in the database and the caches. In the following section we discuss various conditions that can lead to data inconsistency and how we can better prepare ourselves to deal with such situations.

There are three kinds of failure scenarios that can happen:

1. Database operation failure: This can lead to data inconsistency if we go ahead and update the cache. As you can see in the code fragment above the cache synchronization message is not published when there is an error during database update.

2. Publishing message failure: Database operation may have succeeded but there can be an error publishing the cache synchronization message. As shown in the code the JMS errors are caught and the transaction is rolled back. The container-managed transaction started automatically by the RepositorySessionBean ensures these operations are treated as single unit of work (UOW).

3. JMS Provider failure: The RepositorySessionBean publishes a message on a JMS topic to synchronize caches. As per the sender’s contract with the JMS provider, publish is considered successful if the provider acknowledges the receipt of the message. However, this does not guarantee the receipt of the message by the consumer (MDB). There is a window of time when the JMS provider receives the message and the MDB got a chance to process the message. What happens if the provider crashes during this window? The message will be lost leading to data inconsistency. 

Fortunately JMS provides mechanisms for guaranteed delivery of messages. JMS supports persistent messages, durable subscribers, and message acknowledgments to guarantee delivery of messages. It is the responsibility of the server to store the messages of a disconnected durable subscriber and deliver them when the subscriber comes back on-line. If the messages are marked persistent, JMS provider saves the messages to persistent storage such as disk as soon as it receives it, and acknowledges the sender. If the provider crashes and then recovers, it retrieves the messages from the persistent storage and sends it to the consumer (MDB) for processing.

For the purpose of cache synchronization we only need to worry about failures in JMS provider. It is ok if the other nodes in the cluster crash because the cache is automatically reloaded from the database when the node is restarted. Since, the database always maintains the latest information the cache should be up-to-date. So, durable subscriptions are not needed. We use persistent messages to handle JMS provider failures.

public static void publishCacheEvent(CacheEvent event) throws JMSException, NamingException

{

  InitialContext ctx = new InitialContext();

  TopicConnectionFactory tcf = opicConnectionFactory)ctx.lookup("jms/RepositoryTopicConnectionFactor);

  TopicConnection topicConnection = tcf.createTopicConnection();

  topicConnection.start();

  TopicSession session = topicConnection.createTopicSession(false, ssion.AUTO_ACKNOWLEDGE);

  Topic newTopic = (Topic)ctx.lookup("jms/RepositoryTopic");

  TopicPublisher sender = session.createPublisher(newTopic);

  event.setSource(SERVER_ID);

  ObjectMessage om = session.createObjectMessage(event);

  sender.publish(om, DeliveryMode.PERSISTENT, Message.DEFAULT_PRIORITY, 3600000);

}

Note the line

  event.setSource(SERVER_ID);

All nodes in the cluster are both producers and consumers of synchronization messages. The cache messages are generally targeted for other JVMs in the cluster. But it is possible for a producer to receives it’s own messages. The following code fragment in RepositoryMDBean.onMessage() ensures messages originating from the same JVM are skipped. 

 // Ignore this event if it was originated from the same VM

 if (Util.SERVER_ID.equals(event.getSource())) {

   return;

 }

[run-in-sub sub-head] Single point of failure

Currently many application servers do not support clustered JMS. In a cluster with multiple nodes, only one of the nodes runs JMS provider. What if this node crashes? All updates will fail because the bean cannot publish the cache synchronization message. The JMS provider must be restarted in this case.

Note: Future versions of Oracle Application Server 10g will support clustered JMS.

[subhead Configuring and running the sample application

In the following paragraphs, I will touch up on a number topics related to getting the sample application up and running, right from configuring JMS to testing cache synchronization.

[run-in-sub sub-head] Configure JMS

Add the following to the jms.xml file located in JDEVELOPER_HOME/jdev/system9.0.5.2.1618/oc4j-config folder.


<topic-connection-factory location="jms/RepositoryTopicConnectionFactory">


</topic-connection-factory>


<topic name="RepositoryMDB" location="jms/RepositoryTopic">



<description>For synchronizing repository cache</description>


</topic>

[run-in-sub sub-head] Configure the data source

1. Load the sample application project into JDeveloper (ObjBrowser.jws)

2. From the Tools menu Choose Embedded OC4J Server Preferences

3. Expand Data Sources and click OracleDS
4. On the Connection tab enter your database details

[run-in-sub sub-head] Create the database schema

On Oracle database, run objbrowser.sql using sqlplus. The script objbrowser.sql is provided in the sample application project.

[run-in-sub sub-head] Run the sample application

1. On JDeveloper 10g “Applications – Navigator” panel, right click and choose “Rebuild” from the menu.

2. Expand “ObjBrowser”, right click on the ViewController and choose “Run” from the menu.

[run-in-sub sub-head] Repository cache synchronization in action

There are two ways of testing the cache synchronization in the sample app.

1. Setup Oracle Application Server 10g cluster. Please consult Oracle 10g documentation on how to setup cluster.

2. Run the sample application on two separate standalone OC4J servers talking to a single JMS server

We will choose method 2 to demonstrate cache synchronization using JMS.

Step 1. Install JDeveloper 10g on two machines say Server1 and Server2.

Step 2. Configure JMS

Add the following to the jms.xml file located in JDEVELOPER_HOME/jdev/system9.0.5.2.1618/oc4j-config folder on both Server1 and Server2.

<topic-connection-factory location="jms/RepositoryTopicConnectionFactory" host=”Server1”>


</topic-connection-factory>


<topic name="RepositoryMDB" location="jms/RepositoryTopic" host=”Server1”>



<description>For synchronizing repository cache</description>


</topic>

Please note the entry host=”Server1”. This makes both instances of OC4J talk to the same JMS server running on Server1.

Step 3. Test the sample application without synchronization.

For the purpose of demonstration let’s first disable cache synchronization. To disable cache synchronization, comment out call to Util.publishCacheEvent () in RepositorySessionBean.java. Rebuild the sample application on both Server1 and Server2.

1. Launch the sample application on both Server1 and Server2.

2. On Server1 and click “Manage Classes”

3. Click on the “New” button to create a new class. Enter Employee for class name and description

4. On Server2 go to the main screen and click “Manage Classes”.

5. Note the Employee class is missing on the application running on Server2.

Step 4. Test with cache synchronization

Enable cache synchronization.  Uncomment the call to Util.publishCacheEvent () in RepositorySessionBean.java. Rebuild the sample application on both Server1 and Server2.

1. Go to the main page on Server1 and click ”Manage Classes”

2. Click the Employee class and add a new attribute to it called favoriteColor.

3. Now connect to Server2 and click “Manage Classes” and then click on class Employee.

4. Now you can see the favoriteColor on Server2 as well.

[sub-head] Summary

Metadata driven applications adapt well to changing requirements. Access to metadata must be as quick as possible. This makes metadata an ideal candidate for cache. Cache must be synchronized in clusters. As we have seen in the repository example JMS provides a simple but effective mechanism for synchronizing cache across nodes in a cluster.
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