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Nearly all J2EE applications need to access one or more relational databases, and choosing the right data access strategy is essential to success. Persistence strategy often determines an application’s performance; it has a huge influence on the effort required to develop and maintain the application; and, unless you make the right design decisions up front, it may be hard to revisit this part of the design after the application is finished. Thus when setting out to architect an application, one of the key decisions is how it will access persistent data.

[Quote BOX]

	“When setting out to architect an application, one of the key decisions is how it will access persistent data.”




In this article, I’ll discuss key problems in accessing relational databases, and look at frameworks and tools that can help you overcome the complexity of accessing persistent data. I’ll focus on two products: 

· TopLink, a powerful object-relational persistence framework that provides object-oriented applications with highly flexible, productive mechanism to access relational data

· The Spring Framework, a leading open source J2EE application framework that provides a consistent approach to data access

The challenge

The JDBC API is important in defining a standard way for Java code to talk to relational databases, but it’s too low level for application developers to use productively.  Experience has shown that it is essential to use some kind of persistence framework.

An abstraction over JDBC, such as Spring’s JDBC packages or a good in-house JDBC framework, will make JDBC coding more productive and eliminate common errors such as leaked connections, but it still leaves you, the developer, needing to work at a low level with SQL and data extraction. This is sometimes appropriate, but a lot of grunt work will be involved in getting data in and out of the database, such as setting values in JDBC PreparedStatements and extracting values from JDBC ResultSets. Such work should be automated if possible, as frameworks are better at it than programmers. 

A slightly higher level of abstraction, such as iBATIS SQL Maps, automates much of the mapping, but still leaves developers responsible for writing SQL, detecting when persistent objects are “dirty” (out of synch with the database), and writing Java code to store objects. Some applications don’t lend themselves to greater automation than this. But most do.

This brings us to O/R mapping, the focus of this article. In this case, automation extends not only to mapping objects to database rows and columns, but to dirty detection and writing the data back with the least number of SQL updates.  This is appropriate for most use cases in the majority of applications, and we need to look to frameworks that help us do it.

The traditional J2EE object persistence solution—entity beans—has proven disappointing in practice. EJB 2.x entity beans offer a cumbersome programming model, necessitating JNDI lookups and ruling out normal use of inheritance in persistent objects. The EJB QL query language is limited (without proprietary extensions), and entity beans are hard to test. Productivity is poor due to the number of classes that must be written for each entity bean, and the verbose deployment descriptors required. Most importantly, because of the constraints they place on OO design, entity beans are not suitable for persisting sophisticated domain models.

Technologies that persist POJOs, without such constraints on OO design, are a much better strategic choice. Such technologies are capable of persisting genuinely object-oriented domain models that capture important business concepts.  They are often said to deliver transparent persistence. The EJB 3.0 specification will include a POJO persistence specification that will effectively render the existing entity bean model obsolete. However, the EJB 3.0 specification is not due for release until early 2006, and it’s vital to have a viable, productive O/R mapping solution in the meantime. 

In this article I’ll discuss POJO persistence through O/R mapping; look at the Spring Framework’s services for persistence; introduce TopLink; and look at how Spring and TopLink can be used together to offer a high-performance, productive approach to working with relational data. We’ll touch on the important issue of transaction management along the way.

O/R mapping (ORM): What and why?

You’ve probably heard of Object/Relational Mapping (ORM). You may already have used it; if not, you should certainly consider it for use in your Java or J2EE application. 

Definition and history

O/R mapping bridges the so-called Object-Relational impedance mismatch: the gulf between the object oriented model of a well-designed Java application (based on modelling real-world things and concepts) and the relational model in a database schema (based on mathematical approach to storing data). This gulf is surprisingly wide. A naïve approach of simply mapping each class to a table falls short in many respects. For example:

· Relationships between Java objects map to joins in the database, and can become expensive to traverse unless the mapping is optimized.

· Objects often participate in inheritance hierarchies. There is no such concept in a relational model.

· The standard relational model does not provide the extensible typing of a language such as Java.

· If queries are written wholly in SQL, their relationship to Java objects may not be clear.

O/R “mapping” is performed by a persistence framework, which knows how to query the database to retrieve Java objects, and how to persist those objects back to their representation in the database’s tables and columns. Mappings are defined in metadata, typically XML files. Some popular tools provide graphical tools to make it easier to author mappings. TopLink led the way here, with its excellent Mapping Workbench.
ORM has a long history, and is not specific to Java. However, it has become particularly popular among Java developers.

TopLink is the oldest Java ORM product, but today there are a range of products in this space, including the open source Hibernate framework, and implementations of the JDO (Java Data Objects) implementation.

Motivation

ORM has many purposes. In particular:

· It eliminates the requirement to write SQL to load and persist object state. While you will still need to write queries, a good ORM tool should make this much easier. And you will be free of the boilerplate coding associated with JDBC.

· It enables you to create an appropriate domain model, without too many tradeoffs associated with the relational model. You can think mainly in terms of objects, rather than rows and columns.

· Good ORM products perform automatic change detection, taking away an error-prone task from application code.

· It can improve portability between databases by lessening dependence on database-specific SQL, which can be abstracted behind the ORM tool.

Altogether, this can amount to a huge productivity gain.

The effect of ORM on application performance will depend on the scenario. In many cases, ORM can improve performance compared to hand-coded JDBC code, by enabling fine tuning of strategies such as lazy or eager loading of relationships that would be difficult to code by hand. Sometimes ORM goes hand-in-hand with sophisticated caching, which can produce a performance improvement. If you need set-based update operations, ORM will sacrifice performance compared to JDBC. The mapping itself should not have a high overhead in a good product.

Deciding when not to choose O/R mapping

Despite its productivity benefits, O/R mapping is not always appropriate. It works particularly well for OLTP applications where entities are usually updated individually with little need for set-based operations. For example, customer records might be updated individually, along with the orders that may be associated with a customer, as opposed to frequent bulk updates affecting many customers. 

It is less appropriate for OLAP applications, where databases themselves provide valuable native programming options, and where J2EE may not be such a good fit overall.

If your database or operational environment is such that hand-coded SQL and stored procedure calls are the only option to retrieve and update data, ORM may not be a good fit. In such cases, a JDBC-based approach may be the best choice; iBATIS SQL Maps also shines in such scenarios. However, a good O/R mapping product such as TopLink can work with most existing schemas (and even with stored procedures), so ORM still deserves to be considered in such scenarios.

ORM tools also have less to offer if you are building a “window on data” application, that allows the user to edit data, and business logic is already coded in the database or enforced by integrity constraints. In this case, a SQL-based approach may be preferable. ORM has less to offer because objects have less to offer in this scenario; little may be gained by modeling database tables as domain objects, beyond an illusion of object orientation.

Avoiding the gotchas

O/R mapping has its sceptics. Especially in .NET space, it is regarded with suspicion, and recently this scepticism has also been expressed loudly in the Java world.

	“It is not unusual to see a saving of 30-50% in the amount of Java code that needs to be written through adopting an ORM solution instead of JDBC.”




Rather than theorize, I will draw on my own practical experience, across numerous J2EE projects I’ve designed or reviewed. Used appropriately, ORM can slash development effort, and improve maintainability. It is not unusual to see a saving of 30-50% in the amount of Java code that needs to be written through adopting an ORM solution instead of JDBC. This is a big win, as all the effort saved can go into implementing business features. It is simply irresponsible to ignore the potential benefit on offer here.

Negative experiences with ORM tools often result from trying to use ORM where it isn’t appropriate. So long as you don’t attempt to force ORM when it doesn’t fit, it is likely produce good results. I recommend the following guidelines:

· Understand your target database. For example, if you think that using ORM will allow you to remain ignorant of SQL or your database’s locking model, you’re running a big risk. O/R mapping is a tool to make doing what you want to do easier—not to free you from the need to understand what it is you want to do. This is probably the main cause of disappointing results with ORM.

· Don’t be afraid to use SQL if necessary. It works well in many scenarios. A good ORM product such as TopLink will let you issue SQL queries. But sometimes you may need to perform set-based updates or invoke stored procedures. 

· Do your research before committing to an O/R mapping product. They are not all equivalent. It is often a good idea to perform an evaluation exercise in which you develop a proof of concept reflecting your needs with two or three alternative products. This will help to ensure that your use of ORM is appropriate on performance grounds. As with enterprise development in general, it is vital to mitigate any performance risks early in the project lifecycle.

TopLink

There are several good ORM tools available today. While in the past it was common—and even justifiable—for in-house ORM frameworks to be developed for individual projects or companies, this is seldom a good idea. It’s an expensive undertaking, and the results are never as good as generic commercial or open source solutions. In my consulting practice I have repeatedly seen clients who have wasted huge amounts of time and effort rolling their own, flawed, ORM framework, which has become a troublesome legacy. Today, there are good generic solutions in this space, and you should choose one of them. 

TopLink is probably the most mature ORM framework. It was first developed in Smalltalk. Since 1997, its main focus has been Java. Today TopLink can be used inside or outside a J2EE application server. While it is now owned and supported by Oracle, TopLink works with any major database, not just Oracle. It works in all J2EE application servers—or, indeed, outside an application server altogether.

TopLink provides a wide range of ORM functionality. Like all good ORM tools, TopLink enables you to persist POJOs (Plain Java Objects), which have minimal dependence on TopLink APIs. TopLink provides a wide range of advanced mappings, including support for inheritance and BLOB types (with streaming). It also provides sophisticated support for optimistic locking, which can produce throughput gains if used appropriately.

It is important to note that TopLink is not purely an ORM tool but also provides an integrated caching solution (including cache coordination across clusters), rich query support, O-X capabilities, several performance features (such as “indirection”) that optimize interactions with the database, and transaction management.
The TopLink Mapping Workbench is normally used to define mappings, which are persisted in XML files or Java classes. (Mapping files are human readable and editable if required.) The Mapping Workbench reads database metadata to provide assistance in identifying database column names to map, handling foreign key relationships etc, helping to eliminate mapping errors.

There are two major approaches to querying in O/R mapping products: string-based query languages (such as Hibernate HQL or SQL itself); and API-based expression languages. Both have their pros and cons. Expression languages are better at guaranteeing correct semantics, but may seem superficially more verbose.

TopLink provides a powerful expression language for querying, called TopLink Expressions.

An example of an Expression based query in java is shown here:

    ExpressionBuilder eBuilder = new ExpressionBuilder();

    Expression exp = eBuilder.get("lastName").like(theName+"%");

    session.readAllObjects(Employee.class, exp);
Queries can also be built in the TopLink Mapping Workbench using a graphical editor (see Figure 1, and Figure 2).
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TopLink Expressions are very capable, and support advanced relational concepts such as GROUP BY. However, as I noted earlier, it is also possible to use SQL within TopLink if you need to drop down to the metal. 

The TopLink Mapping Workbench also provides the ability to define queries, without writing Java code. Such queries are saved in metadata.
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Figure 3: TopLink Mapping Workbench

Spring and persistence

The second product we’ll focus on, the Spring Framework, is a leading J2EE application framework. Spring is open source, and published under the Apache Software License.

Spring provides services for all architectural tiers, but is particularly strong with respect to persistence. Spring’s key services include:

· An Inversion of Control container that supports Dependency Injection. Dependency Injection is a powerful technique pioneered by Spring for configuring POJO-based applications, and Spring is the most popular and powerful of a number of frameworks in this space. I’ll quickly describe the basic concepts below.

· A pure Java AOP framework that enables crosscutting functionality to be applied to POJOs. This enables sophisticated support for declarative transaction management in a range of environments.

· A flexible web MVC framework. Spring also integrates out of the box with popular web tier solutions such as Struts, WebWork, Tapestry, or JSF.

· A common approach to persistence, which we will discuss further in this article.

· Support for remoting, working with EJBs, JMS and other important enterprise functionality.

· Integration with numerous third-party products such as the Quartz scheduler and Velocity templating engine.

Spring’s scope is much wider than that of this article. Please visit www.springframework.org if you want to find out more. See http://www.theserverside.com/articles/article.tss?l=SpringFramework for an overview explaining the core concepts in more detail.

DAO interfaces and persistent domain objects

As an application framework, rather than a single-tier framework such as Struts, Spring is designed to facilitate a clean, layered approach to application architecture. (Spring does not impose this architecture: it just makes it easier to follow good practice).

A typical Spring architecture is described in Chapter 3 of J2EE without EJB (Johnson/Hoeller, 2004), and consists of the following layers:

· Presentation layer: Web tier or remote facades that provide a view of application functionality.

· Service layer: Objects implementing and exposing application functionality. This layer is responsible for delimiting transactions. Stateless Session beans play the same role in an EJB-based application.

· DAO interfaces and implementations: These drive data access, and implement queries and other persistence operations.

· Persistent domain objects: This is the domain model that is the core of the application. This is typically persisted with an ORM tool.

Spring provides a powerful, consistent, configuration mechanism through Dependency Injection. Dependency Injection means that application classes, whatever tier they are in, express dependencies on collaborating objects and simple configuration parameters through pure Java mechanisms: JavaBean properties or constructor arguments. The Spring container is responsible for satisfying these dependencies at runtime, injecting or pushing the required objects or primitives.

This eliminates the need for the traditional lookup mechanisms seen in Service Locators and custom factories, which requires a significant amount of boilerplate code to be written in each application, and complicates testing and reduces potential for reuse in different environments. When objects pull configuration, they have implicit dependencies on their environment—for example, on properties files or database columns.  With a Dependency Injection container, configuration data is managed by the container, thus bringing consistency across the whole application, in place of the traditional ad-hoc configuration strategies. In the case of Spring, configuration data is typically held in XML bean definition files, although other forms of metadata are supported, and metadata can be changed without impacting any application Java code.

Thus in the architecture described above, service layer objects express a dependency on DAOs. Service layer objects will typically express dependencies on DAOs through JavaBean setter methods like the following:

public class MyServiceImpl implements MyService {

…

public void setCustomerDao(CustomerDao dao) {

   

this.customerDao = dao;

}

…

}

In this case the MyServiceImpl class has no knowledge of how the CustomerDAO is instantiated or configured, or what class implements the CustomerDAO interface. This dependency can be supplied in Java code in a JUnit test or other environment, so there is maximum reusability of code. Dependencies are explicit, as we’ve already noted. Just reading the code of MyServiceImpl or looking at its Javadoc will show its configuration requirements. The same Dependency Injection mechanism can be used to externalize simple configuration, such as String or int properties, as well as dependencies on collaborating objects like CustomerDao.

Another key advantage of the Dependency Injection approach is that the container can add a variety of value adds. For example, the container can present MyServiceImpl with a proxy around the CustomerDao interface, with the proxy adding caching or other custom behaviour. The same classes can be wired differently in different applications or subsystems, without needing to be recoded.

It’s beyond the scope of this article to explain Dependency Injection in detail or argue the case for it in detail, but I hope this whirlwind introduction has given you a taste and prompted some more reading. See the Next Steps section at the end of this article for further information.

In the context of this article, we are most interested in DAO interfaces. DAO interfaces usually offer the following types of method:

· Finders, used to retrieve persistent object instances. These will be implemented using the O/R mapping tool’s query interface.

· Save methods, used to make new objects persistent.

· Delete methods, used to delete persistent objects from the database.

· Aggregate function methods. Methods that perform counts or other aggregate functions. Performing such methods through querying the database is usually much faster than iterating over large numbers of persistent entitities. 

If you’re familiar with Eric Evans’ Domain Driven Design, we are talking about what he terms Repositories. There is nothing Spring-specific here—as we’ll see, Spring simply makes these operations easier to implement and use in a consistent manner. 

If you’re using an O/R mapping solution such as TopLink, which has transparent change detection, you don’t need to make a DAO call when an object is modified (or “dirty”) to save the update. That will happen automatically without any need to involve Spring or application code.

A well-designed DAO interface can wholly conceal persistence technology specifics from service layer objects. For example, you can implement the same DAO interface with TopLink or Hibernate, without impacting calling code. This is good, because it lessens lock-in to a particular ORM tool, and provides a degree of future proofing. (Data access concepts won’t change in the next few years, but implementing technologies will.) Even more importantly, it means that you can easily test service layer objects without access to a database, by stubbing or mocking DAOs.

In a typical Spring architecture, DAOs are effectively Strategy Pattern objects, isolating service layer objects from the technology specifics of obtaining and saving persistent objects.

Abstraction approach

For DAO interfaces to be independent of the underlying persistence technology, we need to solve some crucial issues. Spring provides important help here, especially in the following areas:

· Exception handling

· Resource acquisition and release

· Transaction management

Exception hierarchy

DAO interfaces cannot be truly independent of the underlying persistence technology unless they throw exceptions that are independent of it. For example, if a JDBC DAO throws SQLException or a TopLink DAO throws TopLinkException, callers will be tied to those technologies even if the rest of the signature of the DAO method signatures is not technology specific.

The traditional approach to this has been a catch-wrap-throw approach in which developers define their own data access exceptions (such as MyDaoException) and write code in each method to map from the technology specific exception to the abstracted exception. This requires a lot of custom coding to meet a generic requirement—an indication that a generic framework should provide this service.

Spring provides an exception hierarchy, extending org.springframework.dao.DataAccessException, that provides a sophisticated, superior, replacement for some project-specific data access exceptions. Spring also provides a translation layer that can translate technology specific exceptions into this hierarchy.

Such translation can add significant value. JDBC, in particular, provides an uninformative approach to exceptions. The ubiquitous SQLException essentially conveys the information “something went wrong.” To find out exactly what went wrong, you, the developer, need to dig into the SQLException to check the error code. Not only is this verbose, but it’s database-specific — really good information, such as Oracle’s error codes, is product-specific. 

The model of a single exception with an error code that must be interrogated is far from ideal. Spring instead provides a hierarchy of data access exceptions. (This concept has now been borrowed by Hibernate 2.1.7, and may even feature in JDBC 4.0.)

The most important classes in the hierarchy are shown in the following UML class diagram:
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Thus, for example, you can write service layer code to handle DataIntegrityViolationException (violation of a constraint such as a primary key constraint), without concern as to the data access tool in use, which may be JDBC, TopLink, JDO, Hibernate or another supported framework. This hierarchy is even extensible without modifying Spring code, if you wish to add mappings to error conditions unique to your database or persistence tool.

Another important design decision in Spring is that data access exceptions should be unchecked, unlike SQLException. Data access exceptions are normally unrecoverable; it is more appropriate to enable developers to write code to catch them if they can recover from them, rather than force them to be caught in the vast majority of cases where nothing can useful be done but wrap and rethrown. Note that propagating SQLException or other specific exceptions is not an option if using technology-specific DAO interfaces, as the exception clause of the method signature would then tie the interface, not merely the implementation, to the specific technology. Using unchecked exceptions works particularly well in conjunction with an exception hierarchy, as it is only necessary to catch a particular subclass that may be recoverable. Catching subclasses of checked exceptions is less useful, as the base class still needs to be caught. Note that JDBC was always something of an odd API out, in terms of using checked exceptions: TopLink and JDO, for example, both use unchecked exceptions. In version 3, Hibernate will switch from checked to unchecked exceptions.

Resource acquisition and release

One of the major challenges of working with any data access technology is that resources such as JDBC connections or ORM sessions must be acquired and released correctly even in the event of errors. 

	Callout box

(An ORM session is a transactional unit of work managed by the ORM tool. It contains a set of objects associated with the transaction, some of which may have been modified during the course of the transaction, and for which the ORM tool will needto generate SQL to update the database. Thus session management is central to data integrity.)


Spring solves the problem of resource acquisition and release by using a callback approach. The framework is responsible for acquiring and releasing resources, while the application developer implements code in a callback method to perform the necessary persistence operation with the desired resource. Thus application developers focus on the unique needs of their application, rather than writing plumbing code.

Helper classes that provide this functionality are termed templates, and Spring provides a consistent approach across many APIs where such resource acquisition and release is a problem, such as JDBC, JNDI and JMS.

We’ll see examples of this approach later.

Transaction management and thread binding

Spring’s resource acquisition and release strategy is integrated with its transaction management support. It’s important to get the same resource for every operation in the same transaction. While JTA and JCA may provide support for this in a full-blown J2EE environment (depending on the persistence tool), Spring provides support for this in any environment, including J2EE environments. The necessary Spring configuration is also simpler than JCA configuration.

Spring does this by binding resources such as JDBC connections or TopLink or Hibernate Sessions to the current thread. Many application developers have implemented such support in their own applications. However, the Spring solution not only has the merit of being far more sophisticated than typical in-house solutions (with support for transaction suspension and many other complex-to-implement value adds), but eliminates the need to write and maintain such custom code. Again, generic concerns are best given a generic solution.

Convenience classes and methods

Finally, Spring provides convenience classes to simplify working with each supported persistence tool.

For example, the JDBC, TopLink and Hibernate support classes provide query and save methods that reduce such operations to a single line of code, as in the following Hibernate query using the Spring HibernateTemplate convenience class:

List customers = hibernateTemplate.find(“from Customer c where c.age > ?”, age);

Such convenience methods can significantly reduce the amount of data access code required in an application using the native API of the persistence tool and dealing with resource acquisition and release.

Spring and O/R mapping tools

Spring supports a range of O/R mapping tools and persistence frameworks, including:

· TopLink

· Hibernate

· JDO

· iBATIS SQL Maps

· Apache OJB

During the writing of this article, the team behind the Cayenne open source O/R mapping product have added Spring support, which they intend to donate to the Spring project.

The Spring philosophy is that the customer is always right, and that Spring should enable, rather than constrain, application development. We don’t believe that there is a perfect one size fits all persistence solution, and will continue to support all these technologies in parallel where there is significant user demand.

While Spring provides a consistent approach to working with all these tools, it’s important to note that Spring does not attempt to abstract completely from the O/R mapping tool. Doing so would be counterproductive. Thus, for example, implementations of DAO interfaces will use the native query API of the O/R mapping tool: Spring does not attempt to create a query abstraction, which would be less powerful than that of leading O/R mapping products.

Spring’s JDBC abstraction

Finally, we must consider Spring’s own JDBC framework. Often we do need to resort to working at pure SQL level; Spring JDBC provides a simpler means of doing this.

Its main advantages over raw JDBC are that:

· Connection leaks are a thing of the past. The framework is responsible for opening and closing a connection, given a javax.sql.DataSource. Connection leaks due to buggy application code are a common problem in traditional use of JDBC.

· Boilerplate code is all but eliminated. You’ll write a lot less code, and the SQL you’re trying to execute won’t be obscured by API overload.

· Exceptions are translated from the uninformative SQLException into Spring’s DataAccessException. This has the added advantages that any DAO interfaces that you implement using JDBC could equally be implemented with another technology, such as iBATIS, TopLink or JDO.

You can even mix use of Spring JDBC with a supported O/R mapping framework, so long as you take care that you don’t issue JDBC updates that invalidate the O/R mapper’s cache, and “flush” any changes made by the O/R mapping framework before issuing JDBC queries, if they may affect the results. Often you will use JDBC to work with tables that are not mapped with the ORM tool, in which case there is no problem.

Towards JSR-220

Right now, there’s some uncertainty in the O/R mapping space. If your application is amenable to O/R mapping, you should adopt an ORM tool now, and enjoy the resulting productivity gains. On the other hand, the JSR-220 expert group is developing a standard for POJO persistence that is likely to be the future of O/R mapping. Thus you may well be using the same tool now in 2 years time, but through a different API.

If you are using a leading product, such as TopLink, Hibernate or Kodo JDO, you can be sure that the vendor will provide a migration strategy to JSR-220 POJO persistence. (Migration from EJB 2.x entity model will be more difficult, if you want to enjoy the new simplicity features of JSR-220.)

But nevertheless it makes sense to abstract from the O/R mapping tool’s API where reasonably possible. Spring can help manage this uncertainty through promoting and facilitating the use of technology-independent DAO interfaces. Spring will support JSR-220 persistence as soon as the specification stabilizes and binaries are released.

While of course you can—and should--use DAO interfaces, if you are not using Spring, you will find that Spring provides elegant solutions for many of the problems around their design and implementation (as well as its other valuable services).

Spring and TopLink

Spring and TopLink are a particularly good match. TopLink is a complex product, so the consistent architectural approach and “template” recipe brought by Spring can provide users with useful guidance. Spring aims to integrate with best of breed solutions, so it’s exciting for Spring users to have the choice of TopLink for persistence within the consistent architectural model they enjoy. The payoff for the complexity of TopLink’s raw API is a highly sophisticated O/R mapping solution with some unique capabilities.

Implementation

The Spring/TopLink integration code was written by the Oracle TopLink team, but is likely to be donated by Oracle to the Spring project. Both Oracle and the Spring community plan to support users of the integration.

Although the hard work in this case was done by Oracle (especially Jim Clark), it’s important to note that the Spring/TopLink integration builds on the consistent architectural pattern established by Spring’s integration with other O/R mapping frameworks.

Getting the binaries and running the application

http://www.oracle.com/technology/products/ias/toplink/preview/spring/index.html

The PetClinic defaults to running against HSQL—a simple, pure Java database. HSQL is useful for testing or for applications with very simple data access requirements. But with straightforward reconfiguration in the TopLink layer, you can use Oracle or another full-featured database. Note the advantage of having an abstraction layer here in the O/R mapping product; TopLink, not the application developer, is responsible for issuing idiomatic SQL for whatever database is chosen, so the likelihood of you needing to write database-specific SQL or other code is minimized. TopLink provides support for all popular databases.

Configuring TopLink

Concepts

The concepts should be familiar from our discussion of Spring persistence. The Spring TopLink integration includes:

· Convenience classes such as TopLink template that make many TopLink operations very easy, and provide simplified model for implementing more complex operations, by taking away resource lookup.

· Exception translation utilities, that can translate TopLink exceptions into Spring’s DataAccessException hierarchy.

· Integration with Spring transaction management

The Spring integration enables you to enjoy a consistent programming model whether you use TopLink inside or outside an application server.

TopLinkTemplate

TopLinkTemplate is the key helper class that manages resource acquisition and release.

Some of the important methods are:

public Object load(final Class entityClass, final Object id, final boolean readOnly)

            throws DataAccessException;

This method loads a given persistent object.

public List findByNamedQuery(final Class entityClass,



final String queryName, final Vector params, final boolean readOnly)

This method executes a named query defined in TopLink mappings.

public void delete(final Object entity) throws DataAccessException;

This method deletes a persistent object.

The following generic method on TopLink template enables you to execute arbitrary code in a callback, without worrying about how the TopLink Session will be obtained and released:

public Object execute(TopLinkCallback action) throws DataAccessException

The TopLinkCallback interface has the following method:

Object doInToplink(oracle.toplink.sessions.Session session) throws TopLinkException, SQLException;

You can implement this to perform any TopLink operation.

A TopLinkTemplate object is threadsafe. You can hold a reference to it, and use it from multiple threads. Behind the scenes, Spring will ensure that your code uses the appropriate TopLink session for the current thread.

Note that you, the application developer, do not need to worry about how TopLink Session is opened or closed. The Spring/TopLink integration will take care of such plumbing issues. You can simply get on with being productive with the TopLink Session API, which provides powerful querying capabilities and all the services you would expect of a sophisticated O/R mapping tool.

Looking at the sample application

Let’s now look at the layers of the sample PetClinic application.

Service layer

There is no TopLink-specific code in the service layer. This shows how a good O/R mapping tool such as TopLink can handle a POJO domain model without requiring it to be specially modified, as well as the virtues of the Spring abstraction approach, which hide’s TopLink specifics behind a layer of interfaces.

DAOs

Here we have DAO interfaces and implementation classes.

The DAO interface for the PetClinic is simple. It offers methods to both “access” and “save” POJO Objects:

public interface Clinic

{

    public Collection getVets();

    ....

    public Owner getOwner(intid);

    public void storeOwner(owner);

    ....

}

The TopLink implementation of this interface extends TopLinkDAOSupport, providing the implementation with a TopLinkTemplate to manage the “injection” of a properly configured TopLink Session. The actual implementations of the interface methods are fairly simple. For example, the method providing access to read-only copies of all Vet Objects is:

public Collection getVets() throws DataAccessException

{

    return getTopLinkTemplate().findByNamedQuery(Vet.class, "findAll",new Vector(),true);

}

Note the use of a named query here. This is a good practice. Many named queries can be constructed directly in the graphical Mapping Workbench tool. For more advanced queries, uses may decide to create the named queries in “amendment” methods which are executed when the TopLink Session is first initialized.

In the sample PetClinic application, the ClinicQueries class contains a set of amendment methods used to define each query that will be executed by the Clinic interface. For example, the amendment method below creates a query which returns a set of Vet Objects:

public static void amendVetDescriptor(Descriptor desc)

{

    ReadAllQuery readAllQuery = newReadAllQuery(Vet.class);

    ExpressionBuilder builder = readAllQuery.getExpressionBuilder();

    readAllQuery.addAscendingOrdering("lastName");

    readAllQuery.addAscendingOrdering("firstName");

    desc.getQueryManager().addQuery("findAll",readAllQuery);

}

The queries configuration has been abstracted from the DAO implementation.

After creating a TopLink specific implementation of the Clinic interface, there is only one step required to have the existing PetClinic application switch to using TopLink implementation of the DAO. The Spring ApplicationContext will now define the “clinic” bean as using a target instance of type TopLinkClinic. This bean will depend on a TopLinkSessionFactory reference.   A fragment of the applicationContext-toplink.xml is shown below:

<bean id="clinic" parent="baseTransactionProxy">

    <property name="target">

    <bean class="org.springframework.samples.petclinic.toplink.ToplinkClinic">

         <propertyname="sessionFactory"><ref local="sessionFactory"/></property>

    </bean>

    </property>

</bean>
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The Spring framework is configured to load this particular file using a context parameter in the web.xml file:

<context-param>

    <param-name>contextConfigLocation</param-name>

    <param-value>/WEB-INF/applicationContext-toplink.xml</param-value>

</context-param>

Persistent objects

Persistent domain objects in the PetClinic application are POJOs. In migrating the PetClinic application to use TopLink, no changes are required to this domain model.  The choice of whether to use Hibernate or TopLink is made using only the <context-param> shown above. 

The value of the Spring data access abstraction is shown by the fact that, with the TopLink integration classes, it was possible to use TopLink instead of Hibernate for persistence while adhering to the same overall architecture.

The TopLink dependency is hidden behind TopLink-specific implementations of DAO interfaces

Transaction management

Let’s briefly return to the service layer and consider transaction management.

There are two alternatives here:

· Use inside an application server. In this case you might choose to use JTA transaction management if you need to involve several resources in the same transaction.  Very commonly, an application, even in a J2EE environment, accesses a single TopLink Session and can continue to use the TopLinkTransactionManager.

· Use outside an application server, including in a web container such as Tomcat that does not provide a JTA implementation. This is a common case, as many web applications in particular use only a single database and do not have advanced messaging requirements. In such cases, distributed transactions are unnecessary and a high-end application server may not be required—yet access to a relational database, and O/R mapping, remain important.

A special case of use outside an application server is unit testing. The TopLink implementation of the Clinic interface is a simple bean that can be tested in any J2SE environement (using a set of JUnit tests). The DAO can be unit-tested using a TopLinkTransactionManager, which does not require a JTA system. The DAO can then be switched to use JTA transaction management by editing the applicationContext-toplink.xml configuration file.  For example, in the diagram above, the "BaseTransactionProxy" bean would be changed to reference a different "transactionManager" bean.

An aside regarding the current Clinic interface

The Clinic interface currently uses a “load and Store” pattern. This is characterized by two important details:

1. all loaded Objects are immediately editable (ie they are cloned and disconnected from the Session) 

2. the “load” operation does not require a database transaction. The “load” and “save” operations occur in two different transactional contexts. 

TopLink implements the above pattern using it's “copy” and “merge” apis. However, from the TopLink perspective, a more optimal pattern would be one where the FORM data was bound to a registered clone, rather than to a disconnected Object. If we use such a pattern, then the “save” operations from the Clinic interface are no longer required because a TopLink UnitOfWork automatically tracks the changes made when the Controller layer binds data to the Command Object. However, the Controller must use the Clinic interface and the ServletRequestDataBinder in a single Transactional scope. This can be implemented by over-riding the handleRequestInternal() method in AbstractClinicForm so that the “load and bind” operations are done using a TransactionalTemplate (and a TopLinkTransactionManager).

We have included a version of the PetClinic application that uses the above pattern (it is included along with the rest of the Spring TopLink distribution on OTN). It requires a small change to the service layer (the AbstractClinicForm extends a different base class), but the application is more in line with TopLink best practices.  

More Best practices

I recommend the following best practices for using Spring with TopLink:

· Used named queries. This has long been recommended as a best practice from TopLink consulting.

· Use the TopLinkTemplate class to obtain and use TopLink sessions, rather than write your own code to manage TopLink sessions. This will save you time and effort and will ensure consistent error handling in your application.

· Follow the normal Spring architectural practice, and hide your use of TopLink behind the DAO interfaces.

Whatever O/R mapping product you use, you will need to master the product and your database. The TopLink documentation is a good start here.

Roadmap

Oracle’s commitment to Spring/TopLink integration is good news for both the Spring and TopLink communities.

A number of significant enhancements are planned, which I hope to cover in a future article. While the PetClinic is a simple application, it illustrates some important best practices, and can serve as an architectural template for much sophisticated use of Spring and TopLink. 

Conclusion

Persistence is vital to success in J2EE projects. Hopefully this article will have convinced you of the value proposition of O/R mapping. If your project meets the criteria I mentioned for being amenable to O/R mapping, it has the potential to boost your productivity.

The Spring Framework is an application framework that provides services for all tiers of Java/J2EE applications. In this article we have focused on Spring’s approach to persistence, but this is in fact just part of what Spring provides. Spring provides a consistent architectural style for J2EE applications accessing persistent data. Spring integrates with all leading O/R mapping technologies, including Oracle TopLink.

If you’re a TopLink user, you will appreciate the simplification and consistency that this can bring to your coding. Yet, you won’t need to sacrifice any of the power of TopLink. If you’ve a Spring user, you have gained the choice of TopLink for your O/R mapping requirements.

Next Steps

Over the years TopLink has been recognized as a leader in providing persistence services for Java systems. 
· A Brief History of TopLink  http://www.oracle.com/technology/tech/java/newsletter/articles/toplink/history_of_toplink.html
· Overview of TopLink Caching and Locking: http://www.oracle.com/technology/tech/java/newsletter/articles/toplink/toplink_caching_locking.html

· Introduction to TopLink Object-XML Mapping http://www.oracle.com/technology/tech/java/newsletter/articles/toplink/toplinkox.html

· Preparing for EJB 3.0 http://www.oracle.com/technology/tech/java/newsletter/articles/toplink/preparing_for_ejb_3.html
· Upcoming TopLink Online Seminars http://www.oracle.com/technology/tech/java/newsletter/seminars.html

· More TopLink Resources http://www.oracle.com/technology/products/ias/toplink/index.html

· J2EE without EJB, Johnson and Hoeller, Wrox, 2004. This discusses lightweight J2EE architecture, emphasising Spring and ORM. 

· Design Patterns, Gamma, Helm, Johnson and Vlissides, Addison-Wesley, 1995. Classic OO text: see section on the Strategy design pattern, mentioned here.

· TOPLINK DOCS

· Spring home page, http://www.springframework.org.

· “Introducing the Spring Framework,” article by Rod Johnson,  http://www.theserverside.com/articles/article.tss?l=SpringFramework.

· “Thread-safe webapps using Spring,” article by Steven Devijver, http://www.javalobby.org/articles/thread-safe/index.jsp. Discusses Spring’s management of transactional resources during data access operations.

[bios]
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